
Clustering for OpenMRS
The overall OpenMRS clustering solution will require load-balancing both at a web server level, 
as also some form of clustering at the database level. 
 

We suggest that we need to first solve the most immediate problem of load-balancing web 
servers, and then move a solution where we support a more full-fledged clustering solution.
 

In the short term, therefore, the solution will be use sticky sessions, focus only on the web 
server load balancing, and not do any optimizations around use of static resources etc, and 
may support only scripted deployment. This will allow us to achieve the core goal of scalability / 
availability at the earliest. 
 

Over time we can then move to a solution that does not need sticky sessions, may be able 
to deploy static content on a separate set of web servers, and also supports a UI based 
deployment configuration of a load-balanced configuration. We should also consider MySQL 
active-passive clustering.
 

For the short-term solution focused mainly on load-balancing of web servers we need the 
following :
 

i) A Load-Balancer : Sitting in front of the web server. This load-balancer may be Apache 2.2 
in a reverse proxy mode (our default), or if the customer chooses, any commercial solution 
such as F5. The only requirement is that the load balancer support sticky sessions, round-robin 
or load-based scheduling, and heartbeats to allow for detection of load balanced machines 
that may be down / come back up. Since the configuration is with sticky sessions, this will 
result in loss of sessions which may be active on a web server, if that web server goes down. 
However, we will get scalability, and overall higher system availability than we have now. 
 

ii) Shared File Server : A shared file server may be needed for any files which may be shared 
across all web servers. Static configuration files can be replicated, but files which can be edited 
/ changed (e.g. uploaded files, or config files which may be changed via the UI). The file server 
may just be a SAN, with an appropriate RAID configuration. Later, we may need to consider 
failover options for the SAN also, as this will become a single point of failure. This is discussed 
subsequently.
 

iii) Deployment Scripts or Cluster Deployment : Some scripts for deployment may need to be 
written to deploy the application, and additional modules via a scripted environment. We may 
need to turn off the UI-based module configuration in a clustered mode to avoid a situation 
where different nodes have different module configurations. A later change may allow such 
scripts to be triggered via the module-configuration UI.
 

At the end of this we will have basic load balancing.
 

Subsequently, we can extend this solution to be more robust. Specifically :



 
iv) Non-Sticky Sessions : We need to go through the application and ensure that we 
make all objects in session serializable and implement a session-sharing scheme. 
 

v) HA for File Server : We can use the DRBD to implement mirroring and failover for the file 
server. This will ensure HA at the file server level.
 

vi) HA for Load Balancer : Use DRBD to implement failover for the load balancer itself to ensure 
HA at this level.
 

vii) Active-Passive MySQL Cluster : To ensure HA at the database level, we implement active-
passive clustering at the database level. 
 

viii) Static Content : We can extend the load-balancer to redirect requests for static content to a 
different set of servers reducing the load on the Tomcat servers.
 

At the end of this, we will have a solution which is scalable at the web server level, and highly 
available overall.
 
 
 
 


